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01 Problem

Time
A megakernel fuses a whole
model into one GPU launch.
Making one fast means solving
two problems at once:

1.scheduling (thousands of ops
inside a single launch, kept
from stalling by counters
instead of global barriers) and

2.kernel engineering (tiling,
warps, memory staging).

However, a reward that grades
both together is noisy and easy to
game.

04 Grading

No Host Code. No Host Attack
Surface

main()

Preference

Multi-kernel

RL environment for
megakeri

Teaching a frontier model to fuse an entire decode step into one CUDA kernel in a H100

Mega-kernel

02 What does the student see?

kernel_launcher()

1.0nly the isolated GPU kernel

Host Compiler

(device code) is extracted and y

CPU Binary Code

compiled.

2.Since a single-launch kernel
cannot access files, spawn
processes, or modify scores,
host-side attacks are eliminated

Task 1 Task 1
Preloading
for task 2

Over-
head

Task 2
Task 2

[ example.cu ]
kernel()

GPU Compiler

_{

PTX (.ptx)

Executable / Library

by construction

[ CPU Binary Code

Fatbinary

PTX

PTX Optimizing Assembler (ptxas)
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05 Where are the baseline SOTAs at?

Throughput (TFLOP/s)

torch.compile baselines sit 6-18x below the H100 roofline.
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extern "C"

__global__ void mk_main(
const void #*hidden_in,
*q_proj_w,

const void #*recurrent_state,

void #*hidden_out,
float eps);

void #*state_new,

S:

Family
® Attention
® Recurrent
® MoE

bf16

+ o> >nmeo

const void *1n_w,

bf16 dense peak

! Time at roofline

| ridge point
1 295 FLOP/B

Precision scheme

int8 weights

inté cache

int8 weights + cache
fp&i weights + cache
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/ Hermetically-
sealed '
' interface

const void

const void #*conv_state_q,

int N, int B,

{BF16, FP8, INTS8}
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03 Problem Diversity
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replay attack: stash outputs
across launches - closed,
local memory flushed to
OxFF

// REG'STER \\\ GPU Memory Spaces | Persistence

/  Size: Small | Speed: N
/ Very Fast . Registers @ No
’/ \‘\ Shared Memory O No

) 1
" SHARED MEMORY hocaliBionon: o
Size: Small | Speed: Giobal Memory © ves
Very Fast L2 Cache @ ves
LOCAL MEMORY ’

Size: Large | Speed: Moderate

GLOBAL HBM
(High Bandwidth Memory)
Size: Largest | Speed: Slowest

Reward Function

X = median of the per-kernel
ratios of student kernel time
to baseline kernel time.

Median of ratios is preferred
over ratio of medians, as it
better cancels out hardware
and sandbox jitter.

1 worst best S

Xx <1 0

100 10 102
Arithmetic intensity (FLOP / byte per decode step)

108
1 < x < worst
worst < x < best

X = best

Speedup

0.05-(x-1)/(worst-1)
0.05 + 0.35-(x-worst)/(best-worst)
0.4 + 1.2-(x-best)/((S-best) + 2(x-best))
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